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1 All Solutions to an LSE and Feasibility

We have seen how we can write all solutions to an LSE Ax = b for an
A € R"™™ as an affine subspace in the end of part I. Now we revise that result,
this time with our knowledge on orthogonality of subspaces. Remember
N(A) = C(A")L. By Theorem 5.1.7 we know that we can write every
vector in R™ as the sum of two vectors, one is from C(AT) and the other is
from N(A) as these two subspaces are orthogonal complements.

Vo € R" there exists xo € N(A) and x; € C(A") such that x = x+x; and x)x; = 0

Moreover we can show the following;:

Lemma 6.2.1 Let A € R™". Let x,y € C(A"). We have that

Ax = Ay <= x=Yy

This lemma, the proof of which you can find in the lecture notes, tells us
indirectly that any solution x € C(A") to Ax = b must be unique. Using
the two facts from above we can describe the set of all solutions to an
LSE.



Theorem 6.2.2. Suppose that {x € R" | Ax = b} # (). Then

{x € R" | Ax = b} = x; + N(A) where x; € C(A") is unique s.t. Ax; =b

A vector plus a subspace might be a slight abuse of notation, you can see what
is meant by this in the Theorem 4.38 from Part I. Now we additionally
specified that we have an x; in the row space that solves the LSE. You can
also use the fact that N(A) = N(ATA) and R(A) = C(AT) = C(ATA) to

get a result of the above theorem:

Corollary 6.2.3 Suppose that {x € R" | Ax = b} # (). Then there exists a
unique vector x; € C(ATA) s.t. Ax; = b.

2 An Infeasibility Certificate for LSE’s

We looked at the cases where the LSE Ax = b has at least one solution and
then described the solution set. How about when the LSE does not have a
solution? The best we can do in such a situation is to prove that the LSE
actually does not have any solutions in other words that it is ¢nfeasible *.
Proofs of non-existence 2 are not easy in general. But in the case of LSE’s
we can find a certificate for non-existence, a vector that is enough to show
that Ax = b can not hold for any x. Let’s see the Theorem first:

Theorem 6.2.4

{reR"|Ax=b} =0 < {cR™|ATz=0,b'z=1} #0

Let’s put this into words. Qur LSE Ax = b does not have any solutions if
and only if there exists a vector z that is orthogonal to all columns of A but
not orthogonal to b. Let’s go through this one more time with visualizations:

Lintuitionally infeasible means that the conditions in the LSE are unsatisfiable
2DE: Nichtexistenzbeweise



Imagine we have a plane, that represents C(A). C(A) must not be a plane
but we assume it is, for visualization purposes. Since we have ATz = 0 we
know that z is orthogonal to all columns of A, hence it is orthogonal to all the
vectors in the plane. We also know that all the vectors that are orthogonal
to z are in C(A) ie. the blue subspace?.

Now consider the vector b for which we are trying to find an x € R" s.t.
Ax = b. If b is not orthogonal orthogonal to z (b'z = 1) this means it is
not in the subspace. In the picture below looking at the same picture from
a different angle you can see that b is outside of the blue plane C(A).

3We can know this because A"z = 0 implies z € N(AT) = R(AT)L = C(A)* hence
all the vectors that are orthogonal to z are included in C(A) and all vectors in C(A) are
orthogonal to z



Notice that the 1 in b'z = 1 could be different. Changing that expression
using a nonzero constant ¢ € R\ {0} s.t. b'z = ¢ still works as an infeasibility
certificate. You can see this by playing around with the proof and placing
the 1 with the nonzero constant c.

This result applies to many cases. One example is to show that for a given
A € R™*™ with linearly independent rows, there exists a solution to the LSE
Ax = b for every b € R™. You can see this and a few more applications in
the lecture notes. I also recommend you to read the proof to fully understand
the intuition from above.

This is a simplified version of the Farkas Lemma. If you are interested to
learn further, you can see the appendix, read last years lecture notes, or take
the course Algorithms Probability and Computing in the future during your
studies.



3 The Pseudoinverse

Consider the vector b such that Az = b. We want to find x as always. If A
is invertible, we can write x = A~'b. Let’s consider the case when A is not
invertible. We want to find a matrix A that has a similar job as the actual
inverse such that A'b gives us x. This is achieved via the Least Squares
Method as we have seen, but only if A has linearly independent columns.
What if this is not the case? Before we delve into the definitions, here is
some intuition about what the pseudoinverse achieves for us.

3.1 Another Point of View

Let A € R™ ™. It helps to think of A as a linear transformation, in other
words a function that maps vectors from R” to R™.

A:R" — R™
T — Az

Now our task is to find the inverse function A" that maps vectors from R™
back to R™ in a way that reverses the effect of A, if such a function exists.

AT R™ — R
Ar — x

A is invertible

Let’s visualize this for the case when A is invertible. If A is invertible then
A must be square, so let A € R™*"™,

IR" = C(A) = R(A)

IR" = C(A) = R(A)




The vector x € R" is taken to the vector b by A. Since A is invertible
rank(A) = r = n = #columns = #rows. Therefore the column space and
the row space of A are both equal to the vector space R™. Seen as a function,
A is bijective. For every vector b in R™ you can find a vector z in R" such
that Ar = b (surjective) and for z; # x5 we have Ax; # Axy (injective).?

A has independent columns

Let A € R™*"™ again. We can visualize the mapping by the function A as
follows:

In this case the row space of A is equal to the whole R™ but the column space
of A is just a subspace of R™. This might be counterintuitive at first but
let’s see why.® Let rank(A) = r. Since A has linearly independent columns
we have r = n. Now if A has rank(A) = r then we know there are at least
r rows because column rank = row rank, so r < m. If r = m then A would
be invertible, but we handled that case®, so observe r < m. The column
space of A is a subspace of R™ and the row space of A is a subspace of R" as
we already know.” We have n linearly independent columns and n linearly
independent rows because column rank is equal to the row rank. This is not

4This is not a formal proof!

5The blue part is good to know and you should be able to understand this with your
knowledge so far. But it is blue since it argues about an intermediate result to explain
pseudoinverse and also blue looks cool.

6What we will do is also valid if A is invertible, but the focus here is to sec what At
does for us when we don’t have any actual inverse.

"See sections 4.3.1 and 4.3.2 in the notes from first half.



enough to build a basis of R™ and therefore C(A) # R™ but it is enough
to build a basis of R” and hence R(A) = R". In the example below where
m = 7 and n = 4, A definitely has linearly independent columns and linearly
dependent rows. But see its column space is not the whole R, whereas the
row space is the whole R".

1000
0000
0100

A=10 010
0000
0001

00 0 0

Our function takes x from R™ and maps it only to a small subspace of R™.
This means there will be vectors b € R™ for which there exists no x such
that Az = b - like the blue b in the illustration. In this case we project b
onto the column space of A to get projc(a)(b) = b. Then we map b back to 2.
We find 2 that brings us closest to b. This is nothing else but Least Squares.
If you observe A as a function and only take the vectors in C(A) C R™
into consideration for the Im(A) then you have a bijective function from
R(A) =R™ to C(A).

A has independent rows

Let A € R™*™. We can visualize the mapping done by the function A as
follows:




With a similar argumentation as above, we can see that the column space
is equal to the whole R™ and the row space of A is just a subspace of R"
in the case where A has linearly independent rows.® Here the issue is that
there exists multiple x such that Az = b. We have to pick one Z so that
A'b = . So we pick the one with the smallest norm by multiplying b with
A, Lemma 6.4.5. clarifies for us that the vector = in Az = b has the
smallest norm when x € R(A) = C(A"). If A has linearly independent rows
but linearly dependent columns, A has a non trivial (= not just 0) nullspace.
Then the solution space for Ax = b is a particular solution + a vector from
N(A) as we have seen in Theorem 4.38 in the first half. From the solution
space we take the vector with the smallest norm, i.e. the one closest to the
origin which is the particular solution.

A does not have full column or row rank

Then we have both problems as above. If you choose a random b that can
be outside of C(A) since C(A) is not the whole R™ but even if you choose
some b € C(A) then there will be more than one « such that Az = b. This is
why we decompose A into C' and R in this case where C has full column rank
and R has full row rank. After we write the function A into two functions
we can apply what we have done above.

3.2 Definitions

First subsection on pseudoinverses above can be seen as an informal extended
look into some intuition. Let’s see formal findings from the chapter briefly.

We have seen that the pseudoinverse has the same effect as applying the least
squares method, if the columns of A are linearly independent. So in this case
we define A" such that Afb is the least squares solution.

Definition 6.4.1. (A" for matrices with full column rank). For A €
R™ " with rank(A) = n we define the pseudoinverse AT € R™™ of A as

Al = (ATA)AT

8You can play the R(A) = C(AT) card here and argue based on that.
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Proposition 6.4.2. tells us that in this case where A has linearly inde-

pendent columns, A" as we defined it above is a left inverse of A. We have
ATA = I. (Multiply & see!)

If A has full row rank, then A" has full column rank. Exploiting this fact,
we can find the pseudoinverse of AT if A itself has linearly independent rows.

(AN = ((AT) (A7) AT = (44T)7'4

This is the pseudoinverse of AT. Since A" has linearly independent columns
(AT)T is the left inverse so we have

(ATYTAT =1
If we transpose both sides
(ADNTANT =AY =1" =1
As we can see here the pseudoinverse of A is then

(AT =((AAT)7TA) " = AT(AAT)

Definition 6.4.3 (A" for matrices with full row rank). For A € R™*" with
rank(A) = m we define the pseudoinverse AT € R™™ of A as

Al =AT(AAT)?

Lemma 6.4.4. tells us that in this case where A has linearly independent
rows, A’ as we defined it above is a right inverse of A. We have AAT = I.
(Multiply & see!)

The lecture notes have Lemma 6.4.5. and Lemma 6.4.6. at this point
to explain what the pseudoinverse achieves for us in the case where A has
full row rank. We made a similar argumentation above when we handled
this case but it is important that you read and understand that part of the
lecture notes to see what A" does if A has full row rank. Summarizing again,
if A has full row rank and is not invertible, then it has more columns than its
rank which makes its nullspace nontrivial. Therefore there exists infinitely
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many solutions to Az = b. They are all in form (the particular solution +
something in IN(A)). If you cut out the part in N(A) you are left with the
solution with the smallest norm which is the particular solution and that is
always in C(A") as we discussed above.

Definition 6.4.7 (A" for all matrices). For A € R™*" with rank(A) = r
and CR decomposition A = C'R we define the pseudoinverse A as

At = RiCt
which can be rewritten as

AT=R"(RR")™H(CTC)"'CT =R"(C"TCRR")'CT = RT(CTAR")"'C"

Lemma 6.4.8 Given A € R™*™ and vector b € R", the (unique) solution to

min ||z|*> st. ATAzr=ATb
x€R”™
is given by & = A'b.
You can prove the equality by direct calculation. To formally prove that x

also has minimum norm you should prove that z € C(AT A) using Lemma
6.4.5. and C(AT) = C(AT A).

We used CR decomposition of A to define the pseudoinverse in the general
case. We can actually use any other full rank factorization as well. There is
nothing special about CR.

Proposition 6.4.9. For A € R™*" with rank(A) = r, and let S € R™*"
and T € R™"™ such that A = ST. Then,

AT =T1ST,

Notice that if A = ST and rank(A) = r, then rank(S) > r and rank(T) > r.
So the matrices S/T in the factorization A = ST above are in fact full
column/row rank. The reason is that the matrix multiplication ST can
be seen either as the linear combinations of the columns of S or the linear
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combinations of the rows of T. If there were less than r linearly independent
columns of S then you could not generate r linearly independent combinations
using those columns, so A could not have r linearly independent columns.
And similarly, if there were less than r linearly independent rows of T, you
could not have r linearly independent rows in A. Now read this once more
and keep in mind that column rank = row rank.

There are useful properties of pseudoinverses that you should keep in mind (or
on your cheatsheet). You can find all proofs in lecture notes under Theorem
6.4.10 or in the solution of assignment 9 exercise 1.

Theorem 6.4.10 Let A € R™*"
1. AATA=A
2. ATAAT = AT
3. AAT is symmetric. It is the projection matrix for projection on C(A)
4. ATA is symmetric. It is the projection matrix for projection on C(A")
5. (ATt = (4nT

6. (Not in this theorem but in Asgn 9.1.(a)) If rank(A) = rank(B) = n,
we have (AB)! = BTAf

11



Hints

. Solved in class. If you have to prove something about the pseudoinverse
proving it with CR decomposition proves it for all matrices. But some-
times you want to prove it for the matrices with linearly independent
columns and for the matrices with linearly independent rows separately
so that you can then argue for C and R which are also a matrix with
linearly independent columns and a matrix with linearly independent
rows respectively.

. Bonus, no hints.
. Use 9.2 with parameters.
. See the proof of Lemma 6.2.1 this is done similarly

. See the section 1.1 Another Point of View, and use the fact that ATA
is the projection matrix that projects vectors onto the Row Space of A
which is equal to C(A").

. Directly compute what the given expression is. Then see if it looks
similar as a projection matrix.

12



APPENDIX

The Farkas Lemma

(The Farkas Lemma) Let A € Q™ ™ b € Q™. Either there exists a
vector x € R"™ such that Az < b or there exists a vector y € R™ such that
y>0,y"A=0and y'b < 0.

Quoting from the lecture notes of HS 24:
”"We conclude with Proposition 5.6.2. that

P4 & PY L) — ... &= P £
<= for all y > 0 with y" A = 0 we have y'b > 0.

This leads to the following conclusion. Either P # () or P = (). This is
equivalent to saying: either there exists a vector x € R™ such that Az < b or
there exists a vector y € R™ such that y >0, y'A=0and y'b < 0.

Geometrically this means that there is a separating hyperplane defined by
y as explained above on page 9-10 with 1 dimensional example. The column
space of A is in this hyperplane, since y is in the Left Nullspace of A. The
property 0 < y'b or y'b < 0 determines on which side of this hyperplane
the vector b lies. If it lies "above” or inside the hyperplane, then we can
satisfy Az < b. In this way the Farkas Lemma gives us a way to determine
whether or not a polyhedron P = ) or not. It proposes a certificate to see if
our system of inequalities is feasible.

mkilic
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